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context by facilitating the modelling of economic and financial problems and 
supporting the related statistical exercises.  

In turn, the insights gained can effectively back the conduct of evidence-
based central bank policies. This is obviously the case regarding monetary stability, 
not least in terms of better understanding the drivers of monetary policy decisions 
that can be provided by ML. Similarly, applying ML in suptech can be instrumental in 
helping financial supervisors to perform their oversight tasks, including identifying 
and tackling micro-level fragilities and other emerging threats such as climate-related 
financial risks. Turning to the macroprudential perspective, central banks can benefit 
from the increased use of ML to interpret information from various, often unrelated, 
data sources to assess system-wide vulnerabilities and their evolution over time. 
Moreover, the new techniques can support other tasks that are also relevant from a 
financial stability perspective, including the functioning of the payment system, 
financial inclusion, consumer protection, anti-money laundering and the secure 
printing of money. 

At a more practical level, the workshop provided useful benchmarking, feedback 
and training on ML models for the participants. Several lessons and observations 
are worth noting for those in charge of deploying ML-based tools in their 
central banks.   

First, there is a wealth of alternative information sources that have barely been 
tapped by central banks and which can provide new, useful insights if explored with 
ML techniques. The ultimate goal is that policymakers have at their disposal better-
quality, timelier and interpretable data when taking decisions, especially in uncertain 
times such as the Covid-19 pandemic. Second, complementarity is essential: ML 
methods can provide additional insights to traditional approaches but have to be 
blended with other types of exercises as well as with strong business expertise. Third, 
there are benefits to calibrating many ML tools, not just one, since combining 
different approaches can provide better results with usually limited additional effort. 
Particular emphasis needs to be placed on avoiding ML model overfitting, eg through 
cross-validation. Fourth, there is merit in following a pragmatic and gradual approach 
when implementing the new tools. A considerably varied set of ML methods can be 
considered, and it is important to carefully assess them before actual deployment, 
with due consideration of the available skill set and computing environment. Fifth, 
having more data is often better than increasing the sophistication of the ML model. 
Sixth, while ML can be instrumental in dealing with complexity, there is also a risk of 
developing black box solutions that would compound the challenges faced by users 
as their functionality is rarely intuitive. The focus should therefore be on the 
interpretability of the results obtained and on addressing well defined use cases. 
Lastly, ML exploratory work has only started, and substantial staff and IT investment 
as well as business adjustments will continue to be needed to make the most of the 
new techniques, computing equipment and data. 

Addressing these issues will require further modifications in central banks’ 
current operational processes – eg in developing software (“DevOps”) and putting 
ML algorithms into production (“MLOps”) – and collaboration models – with close 
cooperation between core IT experts, data scientists and business specialists. It also 
puts a premium on the IFC’s mission to promote cooperation between central banks 
through the sharing of national use cases and to draw relevant lessons from the 
experiences observed outside the public community. 
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1.  Introduction: increased central bank use of ML 
techniques 

One of the IFC’s raisons d’être is to foster cooperation between central banks on 
statistical issues based on showcasing projects and sharing national experiences. To 
this end, the Committee has initiated recurrent workshops on “Data science in 
central banking” aimed at a broad audience of practitioners and technicians, with 
the goal of reviewing the adoption of data analytics and business intelligence 
techniques and developments in the big data ecosystem. The first event, hosted by 
the Bank of Italy in October 2021 with the support of the ECB and the SARB, focused 
on the contribution of ML applications to central banking. This virtual event was 
attended by almost 500 participants, representing about 180 institutions from the 
public and private sectors. 

ML can be defined as an algorithm – a method of designing a sequence of actions 
to solve a problem – that optimises automatically through experience (ie from data) 
and with limited or no human intervention (FSB (2017)). ML algorithms are a subset 
of Artificial Intelligence (AI) techniques and are typically divided into four main types: 
supervised, unsupervised, reinforcement and deep learning (Wibisono et al (2019)). 
They have been increasingly used in economic and financial academic and 
practitioner settings, and central banks are not far behind. One reason is that the 
compilation of large and/or complex granular databases (Israël and Tissot 
(2021)) and the development of big data analytics (IFC (2019)) have spurred 
their ability to use ML tools to support the conduct of their policies, especially in 
the areas of monetary and financial stability, including the associated statistical, 
analytical and communication tasks (Chakraborty and Joseph (2017), Doerr et al 
(2021) and Bruno and Marcucci (2021)). 

Indeed, the IFC workshop highlighted the diversity of ML approaches 
developed in central banking. Authorities are exploring, and in some cases already 
deploying, ML techniques to support a wide range of use cases that encompass 
macroeconomic modelling, economic and inflation analysis, the support of monetary 
and financial stability policies (including microprudential tasks for those central banks 
in charge of financial supervision) and specific statistical work (eg detection of data 
anomalies). Moreover, the range of central banks involved in this exploratory work is 
broad and comprises most advanced economies as well as a growing number of 
emerging market economies.  

The fact that diverse ML tools have been successfully applied across a wide 
spectrum of use cases underscores the great value of the analytical insights they can 
provide as well as the operational gains brought about by automatising and making 
more efficient various production processes. One key benefit for central banks is, 
in particular, the ability to deal with the increasingly complex environment in 
which they operate. As regards monetary policy for example, the communication of 
policy decisions has become increasingly important and multifaceted, especially after 
the Great Financial Crisis (GFC) of 2007–09 (Gros (2018), Cieslak and Schrimpf (2019) 
and Hansen and McMahon (2018)); it has in particular benefited from the use of 
natural language processing (NLP) techniques (Gentzkow et al (2019)) to facilitate 
dealing with textual information (Apel et al (2021), Ferreira (2021), Hansen et al (2018) 
and Ahrens and McMahon (2021)). Another example relates to financial supervisory 
tasks, for which new and complicated topics are constantly emerging, such as those 
related to climate-related financial risks (Hernández de Cos (2022)) or to the 
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as a key input for their operations. Sections 3 to 6 outline ML use cases in the specific 
areas of macroeconomic analyses, monetary policy, micro-financial supervision and 
(macro-)financial stability. 

 

Box 1 

Facilitating the use of machine learning by central banks with transfer 
learning 
Douglas Araujo 

Some ML models aim to achieve or even exceed human-level performance based on large 
and complex information, such as big data sets, text or images. Using them typically requires 
powerful and sophisticated IT systems due to their training on vast amounts of data. Such 
models can only achieve the desired performance if they are trained with a correspondingly 
large amount of data. For example, GPT-3, a model famous for its ability to create human-
like text, comprises 175 billion parameters that were trained on petabytes of text from two 
broad internet text corpora, numerous books and the whole of English language Wikipedia. 
Thus, the development of models with the highest performance in certain fields is usually 
done only by a few organisations with sufficient resources and specialised computer 
engineering capabilities. 

Transfer learning is a technique that facilitates the use of these large models. The starting 
point is to download a pre-trained version of them and then fine-tune their specifications to 
the particular use cases at hand. In practice, organisations such as big tech firms (eg Google, 
Meta) or boutique ML firms (eg HuggingFace, DeepMind) will typically train reference models 
on selected big data sets. Then, they usually make the models publicly available by storing 
them in so-called “model hubs”, where the general public can search, compare and 
download desired models. Once a suitable pre-trained model is selected, the user can run it 
off the shelf on more specific data sets, or more commonly, fine-tune the model to the data 
for that particular use case. Importantly, given all the extensive pre-training work already done, 
the fine-tuning step can be effective even with a limited volume of data. Thus, the user benefits 
from high performance without the need to spend considerable time and resources creating 
or refining the model. This technique also facilitates the use of several large models for 
comparison or as an ensemble. 

Transfer learning can help advance the use of ML by central banks. First, there is a broad 
range of models available in the main hubs, so that central banks can easily find adequate 
models to address a wide range of specific use cases they might have. This supports central 
banks in jumpstarting ML-powered projects in different areas without having to invest 
excessive resources or time. Second, central banks can explore and combine different models 
depending on the circumstances and analytical needs. Third, comparing these external “state-
of-the-art” models with their own models and algorithms can help central banks enhance the 
performance and accuracy of such internally developed applications.  

However, there are important challenges associated with transfer learning. One relates 
to quality assurance: model hubs are typically administered by reputable institutions, but in 
many instances the models themselves are developed and posted in the hubs by third parties. 
Hence, proper care during model selection is warranted. For instance, it is important to 
correctly test models trained by third-party entities to avoid biases or limitations that might 
be important in the particular use case of interest. Another issue to bear in mind is that, 
because transfer learning entails downloading the original models, the application would need 
to be (often manually) updated in case a new version of the original model is made available. 

In summary, transfer learning can facilitate the use of high-performance ML models to 
support a variety of central bank applications, in turn supporting their use of big data analytics 
and ML tools. Moreover, transfer learning is operationally much simpler than developing 
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Bank of Thailand’s computer vision model for detecting banknote 
defects Graph 5 

 
3FC refers to the three fully connected neural layers.  

Source: J Kerdsri and P Treeratpituk, ”Using deep learning technique to automate banknote defect classification”, 
IFC Bulletin, no 57, November 2022. 
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Nonetheless, at the Bank of Italy, Data Science is not completely new. We do 
have a sound history of basing our decisions on data. In 2016, we established a 
multidisciplinary team to address the potential benefits and hidden risks of embracing 
the technological challenges of artificial intelligence (AI) and machine learning (ML) 
fuelled by the advances in big data, which continue to evolve at an incredible speed.

A gargantuan amount of digital activity is occurring every day. In fact, data are 
constantly generated by our internet activities. This explosion stems from the aggregate 
actions of about 4.7 billion active internet users worldwide.1 These numbers are projected 
to rise even further in the coming years. According to SeedScientific,2 at the dawn of 2020 
the total amount of data in the world was around 44 zettabytes, tantamount to 44∙1021 

bytes, which is the number of cells we could count in more than 1,400 human beings. 

This astonishing amount of data can give us a better understanding of the state 
of the economy at both the micro and the macro level, provided that we able to extract 
the signal from the noise. Banca d’Italia has constantly striven to be at the cutting 
edge in developing software and hardware platforms, enabling big data analytics3 for 
statistical and economic applications.

The rise of Data Science started at the beginning of 2010 when high-quality models 
for image recognition were created, computational power achieved sufficient growth, 
and people in many scientific areas realized the full potential of such an approach.

Data Science glues together machine learning and data processing. The former is a 
collection of tools, which allows us to learn from the given data and to extract patterns 
and interactions between series and values. The latter describes the possible set of actions 
in relation to the data itself: collection, manipulation, preparation, and visualization. 

It is important to flag a few differences between Data Science and the classical 
Econometrics we study at University. Unlike Econometrics, which concentrates on 
solving non-linearity bias problems in a typical linear framework, Data Science 
is about improving our ability to work with non-linear relationships in the system. 
Another difference is that Econometrics concentrates on methods such as robustness, 
while machine learning algorithms became popular for their outstanding predictive 
performance.4

3.	 Data Science at the Bank of Italy

Banca d’Italia is organizing, along with the Federal Reserve Board, the Sveriges 
Riksbank, the University of Pennsylvania and the Imperial College, a series of webinars 

1	 As of January 2021.
2	 See https://seedscientific.com/how-much-data-is-created-every-day/
3	 See, for example, ‘Big data processing: Is there a framework suitable for economists and statisticians?’, 

2017 IEEE International Conference on Big Data (Big Data), 2017, pp. 2804-2811, doi: 10.1109/
BigData.2017.8258247. ‘Weaving Enterprise Knowledge Graphs: The Case of Company Ownership 
Graphs.’

4	 I am thinking of Extreme Gradient Boosting (XGBoost), which owes its wide popularity to its dominance 
over several machine learning algorithms rather than to its mathematical properties.
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on ‘Applied Machine Learning, Economics, and Data Science‘ (AMLEDS).5 The aim of 
these webinars is to foster the integration of data science tools into economics and 
policy‑related issues and to promote closer cooperation on issues related to data science, 
big data and machine learning techniques applied to policy questions. Such cooperation 
has intensified during the pandemic, leading to many important initiatives such as a 
series of conferences on non-traditional data organized by the Federal Reserve Board 
and the Bank of Italy (for example, this year’s conference is going to be hosted by the 
Bank of Canada in November). This new world has, of course, set many challenges for 
central banks and public institutions: on one level, central banks have had to devise 
specific organizational structures to have a consistent and more efficient approach to the 
big data and machine learning tools used by each institution. At the same time, they have 
had to increase their data production, leveraging on non-traditional data to get more 
timely and high-frequency indicators of economic activity, which are important during 
unprecedented shocks like the COVID-19 pandemic.

4.	 The challenges and risks of Data Science 

We need to exert extreme caution when employing these new tools. 

Let me briefly go over some of them.

First, big/web data might lose their statistical relevance when they are employed in 
an unsound way. Such data typically entail selection bias because of the features of the 
population; increasing the sample size will not shrink the sampling error if the estimation 
algorithm does not correct for this kind of distortion. 

Second, the availability of a huge amount of data raises the importance of its 
integrity, confidentiality and privacy. Personal and company data protection is central to 
our societies.

The sheer amount of personal data now available, and the growing ease with which 
individual information can be merged across databases, have far-reaching implications 
for privacy, competition and freedom. Indeed, this has prompted the development of 
regulations concerning the treatment of digital data (think of the GDPR or the CCPA in 
California).

Rules on data management often differ across jurisdictions and data domains. 
Therefore, international cooperation is to be encouraged as far as possible. 

Technologies enabling the processing of personal data are already available. 
In 2019, Google made available its differential privacy library, which allows sensitive 
data to be processed privately.

To reach these welfare-improving goals, further investment from both the public 
and the private sector are required. Close cooperation between the private sector, 

5	 AMLEDS are a series of webinars open to all those in the world who are interested in applied machine 
learning, big data, and natural language processing for economics and in how these techniques and 
data science can be applied to social science.
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which typically owns most of the new data, and the public sector, which uses (or would 
like to use) such data for policy reasons and for the common good, will also be essential.

This is why central banks have always made great efforts when it comes to collecting 
and analysing data. Throughout its history, Banca d’Italia has drawn extensively on 
data published by the National Statistical Institute and other national and international 
agencies. It has also been an active producer of statistics, not only on banking, financial 
and fiscal variables, but also on firms and households.

Banca d’Italia has been collecting micro-level statistical information on companies 
since the early 1950s. These data are now enriched with non-traditional sources such as 
social media, blogs, newspapers, and private company datasets.6

5.	 Conclusions

Let me conclude my talk by thanking, once again, all the speakers and participants 
for joining us today, even in this virtual fashion. We hope to welcome you here in Rome 
in person in the near future. Special thanks go to those who have helped to organize this 
workshop, which brings together leading economists, statisticians, artificial intelligence 
and machine-learning specialists, data scientists from about fifty-five central banks 
and fifteen participants from Universities and government agencies. This guarantees a 
broad variety of perspectives and a lively discussion. 

I am sure that you are going to have a very interesting and productive workshop.

6	 Such as the real estate website, immobiliare.it, and the mortgage website, mutuionline.it
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Figure 1: Screenshot of Microsoft Azure Databricks

computing power needed to complete big data tasks. For the demonstration in this paper, we provision a

standard cluster with 14 GB of memory and 4 cores. Memory size and parallel computing specifications are

highly customizable, with options for additional memory and cores and different runtimes. Also available is

the serverless option that allows for auto-scaling, meaning that the resources employed will be used efficiently

and adjusted upon need. As opposed to shared on-premise HPC cluster, these on-demand project-specific

clusters can be deployed without going through a job scheduler. After initiating a cluster, any project data

can be uploaded into the Databricks File System (DBFS), converted into a table using the user interface,

and subsequently used in any projects in the workspace. Researchers may refer to any data stored in DBFS

using absolute file paths as if using data stored on a local machine.

In order to execute analyses using big data tools and interact with Apache Spark, researchers may use the

interactive Databricks notebooks. After either uploading an existing notebook or creating a new Databricks

notebook, attaching the notebook to a running cluster will allow for interactive management of Spark re-

sources within the Jupyter-style interface. For the demonstration, we interact with Spark within a Python

script using the PySpark interface. The Databricks notebooks provide detailed metrics regarding Spark per-

formance and runtime, and researchers can interact with tables and other objects to quickly produce plots

and summary statistics or save output to their local machine. Researchers may choose to link Databricks

notebooks to Github repositories using built-in Git integration, which allows for version control working

with notebook revision histories and enhanced capability for collaboration. The built-in Git integration

also includes the capability to create branches and pull requests in the relevant repository from within the

Databricks UI.
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Figure 3: Access to Financial Service by Population Density
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Most interestingly, distance to bank branches decreases from strong MIZ to weak MIZ. The fraction of

residents with access in less than 1 km increases significantly from strong MIZ to weak MIZ, while that with

access between 3-10 km decreases. It implies that people living outside of sizable cities have closer access to

banks as the influence of metropolitan area fades. The economic explanation is that people can also access

financial services via their daily trips to work. With smaller fractions of residents in moderate (5% to 30%)

and weak MIZ (less than 5%) commuting to CMA or CA for work, there are stronger local banking needs

that warrants the operation of a local branch. Such clustering is even more obvious in no MIZ areas, where

the distribution of banking access shows a bimodal distribution with about 24% of residents having access in

less than 0.5 km and about 50% of them having to travel for more than 10 km.

4 Conclusion and Considerations

We illustrate an example of how cloud computing is used at the Bank of Canada for research collaboration with

external partners. Our use case shows that cloud computing is scalable and capable to handle computationally

intensive data analysis. Most importantly, the cloud computing platform at the Bank of Canada allows for

easy resource sharing among collaborators in different institutions, different regions, and different time zones.

It abstracts out institutional-specific infrastructure configurations, providing a common platform for users to

collaborate on their data analysis.

While cloud computing brings resource flexibility to institutions, implementing a cloud computing plat-

form also involve various considerations. Migrating to a cloud platform involves training and additional

support for users to adapt to a new infrastructure and a new workflow. The extra cost of time and support
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Figure 4: Access to Financial Service by Income Quintile
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personnel should be included when comparing different solutions for fulfilling users’ computational needs,

at least in the short run. Furthermore, a usage policy should be set up for the implementation of cloud

computing. This may entail the amount of resource and computation time budgeted for a project, as well as

the type of data that can be stored on the cloud.
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